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Introduction 
Thirty years ago, when computers were not quite so common as today, Christopher M Sturges and Brian 

C Haggett (whom we here abbreviate to S&H) produced a booklet entitled Inheritance of English 

Surnames .[1] In this 1987 booklet, they described their method and findings, having used a technique 

called Monte Carlo simulation to study the growth and decline of surnames. For our own part, as 

professionals working in physics, computer modeling and statistics, we found their booklet enjoyable and 

inspiring to read. It has come as no surprise to us, however, that those with different backgrounds and 

training have found it mostly incomprehensible. A second edition of their work is now being published by 

the Guild,[2] having languished unpublished since 2013, delayed not least by the ill health and recent 

death of Brian Haggett. We have been asked to provide this review and explanation of the method in 

S&H’s booklet. 

The second edition is largely unchanged from the first but is welcome for making the publication more 

readily available to Guild members. The Chapter headings, Figures and a Table remain the same.  This 

avoids our needing to detail the edition to which we are referring when referencing a specific part. Their 

re-drafted booklet is now 40 pages long instead of 35 but this involves no more than an additional 

Authors’ preface, along with extra pages in some Chapters due to the use of a larger font size. 

It seems that the legacy of their first edition has sometimes been hampered by incomplete understanding 

of their method, not least because their original booklet was rather hard to come by. In their booklet there 

is some reliance on mathematical equations in explanations that many people find off-putting. Even 

Stephen Hawking was advised by his publisher to avoid mathematical equations, in his widely read A 

Brief History of Time, though he did include one, specifically E=mc
2
. 

Rather than the relatively intense mathematical explanations of 1987, in S&H’s work, we can now make 

use of the fact that many people have become familiar with a more modern style of presentation. This can 

include just a brief mention of spreadsheets and just a little bit of basic statistical language. We can also 

take advantage of the much improved availability of the 1851 census. Mentions of these have become 

more commonplace, hand in hand with the more frequent accounts of progress that have resulted from the 

more widespread availability of computing devices. Though we do not claim that our explanations 

involving these more recent approaches are entirely trivial, especially for those whose schooling was long 

before modern times, we believe that by providing alternative descriptions of some of the underlying 

concepts in this way, we can help readers better than just duplicating the most intense of S&H’s 

explanations. 



Sturges and Haggett were primarily interested in the fraction of surnames originating in the fourteenth 

century that ultimately went extinct. However, with the advent of Y-DNA testing, some empirical 

information began to become available about the size of single descent families within a multi-origin 

surname. This gave fresh impetus to develop further S&H’s basic method in connection with questions 

beyond just surname attrition. One that particularly interests us is eliciting how many of the people with 

our surname are descended from the same original ancestor as we are. Suffice it to say that our first 

contribution to the DNA section of the Guild website in 2009 [3] referenced S&H’s booklet in footnotes 

24, 25, 39, 43, 67, 70 and 71 and included an Appendix entitled, “Large families in the Sturges and 

Haggett simulation”; this indicates how much we have been influenced by their work. 

 

The general nature of the task in hand 
The basic idea underlying Monte Carlo simulation (and statistical analysis in general) is very well 

expressed by James Willerton in a JoONS paper on the subject [4] in 1983 (which, ironically, predated 

the S&H booklet and used a different method): he stated, “a part of [a] population, i.e. those people 

bearing a given surname, behaves (statistically speaking at least) in the same way as the whole, so that the 

ratio of the particular name-bearers to the whole can be taken as constant over any period of time”. In his 

paper, he developed a method using a technique called linear regression to estimate the growth of the 

population of people bearing the Willerton surename between 1841 and 1971. Subsequently Bardsley [5] 

used the concept expressed in the quote above in a different way, to project the population of the surname 

Bardsley back to 1541. In a series of papers (e.g., [6]) we used an extension of the S&H method to 

explore various aspects of the growth, decline, and emigration of surnames. Recently, Anstey [7] has also 

published a paper on the topic. Space does not permit a comparison of these methods, but this is an 

important issue and we shall deal with it in a later article. 

We can rephrase the fundamental concept by referring directly to S&H’s work. They point out that, 

between 1350 and 1987, the population of England increased from about 2 million to about 55 million, 

which is a factor of roughly 25 times. Ignoring immigration and emigration, this means that by using the 

argument presented by Willerton above, we have that on average the population of any subgroup, such as 

the population of a given surname, should have increased by the same amount. This information by itself 

seems almost useless because of the term ‘on average’ and because there is a great variability in surname 

growth such that any one surname is unlikely to have behaved at all like any other. Nevertheless, a great 

deal of useful information can be gleaned from simple data like this. In the next section we examine the 

behavior of five imaginary surnames in order to establish some fundamental ideas. 

 

Representing Mathematically How Surnames Grow and Die 
If we agree to limit ourselves to populations in which the surname is inherited from the father, we can 

immediately simplify things by agreeing to consider only the males in the population. While this may 

seem sexist, it makes the mathematical analysis much easier, and we can add the females at the end by 

simply multiplying our results by two. 



 

Fig. 1: Schematic of 5 family trees through 3 generations 

 

Fig. 1 shows a schematic diagram of the males in five hypothetical surname lines. It is similar but not 

identical to Figure 1 of S&H. In our Fig. 1, starting from the founding generation the first man has two 

sons, the second man has one son, the third man has no sons, and so forth. The male population in the 

founding generation is five, in the first filial generation it is six, and in the second filial generation it is 

eleven. Over the two generations the total population has a little more than doubled. 

We now get just a little more mathematical but, as reassurance, the next paragraph is the most 

mathematical part of our article. We include it because it is fundamental to the method. If you can bear 

with us, it helps with a better understanding of the subsequent points that we go on to make in this 

section. 

We can summarize the five families in Fig. 1 as follows. The average per generation growth rate is 

usually denoted by the symbol r. In a developing population with 5 in the founding generation, on 

average the size of the population in the first filial generation will be 5 × r. In the second filial generation 

the population will be (5 × r) × r, which equals 5 × r
2
. In the third filial generation the population will be 

(5 × r
2
) × r, which equals 5 × r

3
. Proceeding in this way, we can see that on average the population in the 

n
th
 filial generation will be 5 × r

n
. This is called “geometric population growth”, a term used by S&H. For 

our example of Fig.1, we can try to deduce a corresponding value for r by solving 5 × r
2
 = 11, this being 

the number of descendants in the second filial generation. If you remember your algebra you can work 

this out; if not, you will have to take our word for it that the answer is r = 1.48 approximately. If we apply 

this to the next generation we would predict that the value for the number of male descendants in the third 

filial generation would be 5 × r
3
 = 16.32, to two decimal places. 

This clearly ridiculous mathematical result raises a couple of issues. The most obvious is that we cannot 

have a fraction of a person in a population. In fact, the concept of a growth rate would never actually be 

applied to a population as small as this. In reality this mathematical model is only applied to large 

populations. In populations in the millions, or even in the thousands, the variations among families even 

out and the model then actually works quite well. Also, a population in millions can be expressed as 16.32 

million (i.e., 16,320,000) and there will be no problem with this expression. 

A slightly more subtle but much more important point is that we have to be careful about using this model 

to predict the growth of a relatively small actual family; that can be for a small surname or for the number 

of men in a small single-family of descendants within a large surname. In our example we consider five 

male ancestors and the mathematics predicts that the population in the first filial generation is 5 × r = 7.42 

approximately, and we know that the actual population is 6. As with the whole population, so with an 

individual family: if the population is quite large, the predictions of the model will probably work quite 



well, but if the population is very small then the predictions of the model might be highly inaccurate. 

Thus there is a limit to how far one can go in, for example, predicting how many descendants a particular 

individual might have. As we shall see, however, the model can be used to place bounds on our 

predictions, and this can in itself often be very useful. 

There is one final point of principle to make. The way Fig. 1 is drawn, as well as the discussion we have 

given, makes it appear that all of the sons in the figure are born simultaneously in discrete generations. In 

fact, the human population, when considered in the aggregate, grows (or falls) continuously as time 

passes. This is reflected in the fact that population growth rates are generally expressed on a per-year 

rather than a per-generation basis. Thus the current world population growth rate is often said to be about 

two percent per year. Demographers and other people who study population growth have found, however, 

that when one looks at the growth of a population over several generations, it is equally accurate to think 

of the population as reproducing discretely (i.e., everyone in one generation giving birth simultaneously 

to everyone in the succeeding generation) rather than continuously. The reason for this can be seen as 

follows. Suppose the human generation time is taken to be approximately thirty years (this seems on the 

high side, but in fact is approximately that given by Wrigley and Scofield [8] for early modern England). 

If a population is growing, for example, at two percent per year, then after one generation it will have 

increased by a factor of 1.02 × 1.02 × 1.02 × … × 1.02, where the multiplication is carried out 30 times. 

In other words, it will have increased by a factor of 1.02
30

 = 1.81, and this is the per generation growth 

rate. Thus we get the same answer whether we multiply once by the per generation growth rate or thirty 

times by the per year growth rate. S&H took advantage of this to express their model in discrete 

generations, and so have we in our work. 

Here, we follow S&H and use a single value for the geometric growth factor (the quantity we denoted r) 

for the general population, taking it as though the growth rate is constant throughout the whole history of 

the surnames. As already mentioned, this relates to a 25 fold increase in the population of England over 

the full historical time period that S&H consider, with the geometric growth rate increasing the national 

population steadily through the years. At a more practical level, it is clear that this has shortcomings, such 

as if we begin the simulation just before the Black Death, instead of just after. Then, in the early years, 

there is a substantial decrease in the general population, implying a value of r less than one, before it is 

followed by growth with a higher r value. The immediate fall in the general population, at the time of the 

Black Death, then gives rise immediately to a large attrition of the number of surname families, at a 

sensitive time when the surnames are just becoming established. Thus, if we adopt an initial low value for 

r in the model, we can expect that many would die out right away. We are here more concerned to 

illustrate some basic principles, however, by discussing a simplified example of population growth, in 

order to illustrate the basic principles of the method. More detailed data for estimated population growth, 

for England and its individual counties, have recently become available, in scholarly papers, and these can 

be incorporated into the computer coding for the model with relative ease by a programmer, though less 

readily by those who use a simplified version of the software obtained from someone else. 

 

Using Simulation to Understand How Populations Grow and Die Out 
We now turn to an explanation of Monte Carlo Simulation, which S&H employed so effectively and 

which we also have used. The name ‘Monte Carlo’ of the simulation method used by S&H, comes from 

its connection with games of chance, and from the sense that the computer is programmed to behave like 

a casino in which many games of chance are going on at the same time. We will illustrate this procedure 

with a very simple game of chance: tossing a coin. Specifically, we consider a game in which a coin is 

tossed ten times and we record the number of heads. If we want to think of this as a real-life “game”, we 

can imagine that we would pay a certain amount to get into the game and then we could win a prize based 

on the number of times the coin lands heads. 



We can simulate this game on a computer by generating a sequence of ten values of a random number 

that has an equal probability of taking the value zero or one. We will take the number of times that the 

value is one to represent the number of heads. Thus, for example, we might have a generated sequence 

such as 0,1,1,0,1,0,0,0,0,1. Here the outcome would be four heads. We can use Monte Carlo simulation to 

estimate the probabilities of obtaining zero, one, two, three, … up to ten heads, when we play our game. 

Fig. 2 shows the columns of a spreadsheet simulating ten tosses of a fair coin. The first ten spreadsheet 

cells of column A each contain the entry =RAND(), as shown in Fig. 2(a). The spreadsheet function 

RAND generates a random number between 0 and 1, so we see that there are ten fractions generated. If 

you try making a spreadsheet of your own, your ten randomly generated numbers will be different from 

the ten shown in the figure. Since we are concerned with the toss of a fair coin that has a 50:50 chance of 

landing heads, we can simulate this by saying that the simulated coin is taken to land heads if the random 

number in column A is larger than 0.5. This is accomplished in column B (Fig. 2(b)), which uses the 

spreadsheet function IF. The first argument of this IF function is the condition tested, the second is the 

value to put in the cell of column B if the condition is true, and the third argument is the value to put in if 

it is false. Thus column B contains 1, if the value in column A is more than 0.5 but 0 if not. Fig. 2(c) 

shows in column C the sum of the ten numbers in column B. In this particular case it is 7. It could be 

anything from 0 to 10, but on average it will be 5. 

 

   

(a) (b) (c) 

Fig. 2 Spreadsheet columns for a simulated coin toss 

 

Fig. 2 shows a single simulation of the tossing of a coin ten times. To carry out a Monte Carlo simulation, 

we must use the computer to repeat this process many times. This is most easily done using a specialised 

computer program rather than a spreadsheet. The programming package that we use is called R (that 

turned out to be the first letter of the name of two of its first authors). We will not get into the actual 

programming at all, but just show the results. 

When the computer is programmed to repeat one million times the simulated ten tosses of a coin shown in 

Fig. 2, it turns out that, in the simulation, the average number of times it lands heads is 5.0008. This is not 

very surprising, and by itself would not give us much information. We can, however, estimate very 

precisely the probability of landing heads exactly five times, or six times, or ten times. 

Fig. 3 shows a histogram of the number of times the coin lands heads in one million simulated sequences 

of ten tosses. For example, we get a run of ten straight heads 978 times out of one million. It turns out that 

we can calculate via the theory of probability the exact value we would expect, and it is 977, so we can 

see that the simulation is very accurate. 

Notice also that the distribution of numbers of heads follows the familiar “bell shaped curve”, known 

technically as a normal distribution. It seems almost supernatural that random events of this type should 



always follow a distribution like this, but in fact it is a result of the phenomenon that Willerton pointed 

out: when the same random event occurs many times again and again, the overall results are very 

predictable even if the outcome of any one event is not. We want to emphasize this point because there is 

another distribution, called the Poisson distribution, that also arises naturally for a certain type of random 

event, and this distribution is involved in simulations like those of S&H. 

 

Fig.3. Number of times the coin lands Heads in one million simulated sequences of ten tosses. 

 

Simulating Growth of a Surname 
The simulation of a coin tossing game described in the previous section could be solved exactly. Where 

Monte Carlo simulation comes into its own is in dealing with problems that are tedious or impossible to 

solve exactly. Such is the case with the growth of a surname. We can illustrate how this problem is 

attacked by simulating the growth of the population of male descendants in a surname starting with one 

man in the year 1371 and ending in the year 1851. We choose the ending year 1851 because it is an early 

year in which a sufficiently accurate census of surnames exists in England. By choosing this year we can 

be as accurate as possible while reducing as much as possible the effects of emigration and immigration. 

Although they also made use of the 1851 census, S&H ended their simulation in 1987 and approached the 

issue of immigration by introducing a “fudge factor” that artificially reduced the 1987 population. While 

we have in earlier papers included a discussion of the growth of emigrant populations, it is simplest to 

ignore these population changes and we do that here. S&H started their simulation in 1350 because this 

was around the time when surnames began. For our illustration of the method we choose the year 1371 

because, as already mentioned, we are going to assume a generation time of 30 years, and 1371 is the first 

year after the Black Death that allows an even multiple of generations to 1851. 

The Wikipedia article “Demography of England” gives the population of England in 1851 as 15,288,885. 

It does not give a population in 1371, but it gives the population in 1377 as 2.7 million, and we will use 

this number here. This permits us to calculate that in the sixteen generations between 1371 and 1851 the 

population of England grew by an annual growth rate of 1.0036 and a per generation growth rate of 1.114. 
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Fig. 4. Chart showing the probabilities of having between 0 and 6 sons in the simulation. The probability 

of more than six sons is not zero but is very small. 

 

We can get an idea of the number of men in the surviving lines by looking at the distribution of the 

number of sons in the same way that we looked at the distribution of Heads in the coin tossing game in 

Fig. 3. It turns out that, just as the number of heads in the coin tossing game followed a normal 

distribution, so does the number of surviving sons born to a single man follow a specific probability 

distribution called the Poisson distribution.  Such a distribution is shown in our Fig. 4 for a model with a 

growth rate equal to the one we adopt here (i.e., 1.114 per generation). This topic was in fact discussed in 

more detail by S&H in connection with their Figures 2, 3 and 7 but we leave out some of those details 

here. 

 

Fig. 5. An example of ten simulated male lines of descendants starting with one man in 1371 and running 

to 1851. 

 

0 1 2 3 4 5 6 

0 

0.05 

0.1 

0.15 

0.2 

0.25 

0.3 

0.35 

0.4 

Number of Sons 



Fig. 5 shows an example of ten simulated male surname descendant populations starting with one man in 

1371 and running to 1851. In six of the simulations the surname dies out, producing no male offspring 

beyond some terminal generation. The average number of descendants is 4.8, but the range is very great, 

running from zero to 15. Once a descending line dies out, it is obviously lost forever. 

As we mentioned in the introduction, S&H did their simulation to try to estimate the fraction of English 

surnames that had died out between the mid-fourteenth and twentieth centuries. If we run our simulation 

one million times, again starting with one man in 1371 and propagating to 1851, the result is that, in 

approximately 77% of the simulations, the line of male descendants dies out. This is roughly the same 

value as that obtained by S&H. 

 

Exploring the range of possibilities 
Many modern one-namers are interested in using similar methods to try to do things like estimating the 

number of individuals with their name who descend from the same progenitor. There is a very important 

distinction between these two different questions: S&H were concerned with the fraction that dies out 

whereas others are interested in the number of descendants in a surviving line. Going back to the 

comment of Willerton that we gave at the start of the article: on average an individual surname will 

behave like the whole population. The question that S&H addressed involved the whole population – they 

were not interested in which surnames had died out but simply in the fraction. Therefore they did not have 

to worry about individual variation. The question of estimating the number of descendants does however 

involve a single surname’s growth or decline, and it might seem that the simulation using general data 

cannot tell us anything worthwhile about a single family which might have any one of various possible 

growths. This is not quite the case however: we can obtain an idea of the range of possibilities. 

Among the one million simulated surname lines, a total of 226,383 do not die out. Among these 

survivors, the median number of descendant sons in the 1851 generation is 18, and the largest number of 

male progeny is 290. This latter number represents the “one in a million shot” however. A better measure 

of the largest size that we can reasonably expect the surname line to attain is the ninety-fifth percentile of 

the size of the surviving lines. The 95
th
 percentile means that, only in 5% of simulations, does the 

surname line grow any bigger than this. In our simulations this number is 71, so based on this result we 

would expect that the largest number of surviving males, that a single progenitor starting in 1371 could 

reasonably be expected to have, would be about 71 by 1851 though, just occasionally, there could be 

more. 

S&H recognised that the Monte Carlo simulation behaves like a population of real men, and, again using 

Willerton’s dictum and the properties of the Poisson distribution, they recognised moreover that the 

simulated descendants of the individuals in the computer model will have much the same fate as the real 

descendants of the individual male progenitors. S&H displayed, in their Figure 5, the distribution of the 

number of survivors. When we run our model we can use the percentiles of the distribution to say that a 

single man in 1371, who had left any direct line male descendants by 1851, will probably have left 

between 1 and 71 of them by 1851. It is important to emphasize that the model we present here is 

intended as an illustrative example only, and does not necessarily represent an accurate approximation of 

the real descent of English surnames. However, using more sophisticated data has allowed us to make 

valid predictions of the range of likely values. 

It may seem like the range of probable values is very broad, but for us personally our simulation results 

have been very interesting. This is because our Y-DNA results indicate that the largest Plant surnamed 

group of the descendants from a single man by 1851 is well beyond the maximum value of the 95
th
 



percentile of our simulation, and indeed closer to the “one in a million shot”. Trying to understand why 

this might be so has led to some very interesting and informative research. 

Growth rates 
In this review, we have followed S&H and used just one constant single value for the geometric growth 

factor of the general population throughout the sixteen generations between 1371 and 1851. In their 

Chapter 6 called Refinements to the Model, S&H report that the number of surnames that die out is not 

altered by including some years of decline of around 8%, such as due to plague or the first world war, as 

long as the growth rate for other years is increased to give the same overall increase in the population 

over the whole period. In a similar way, we have in our own work tried to use better data than a single 

nationally-based growth rate to improve the estimate of the range of possible numbers of male 

descendants. We hope to address this and other possible refinements of the simulation in a future paper. 

 

Wider conclusions 
As well as the conclusions of S&H, in their Chapter 8, we can note some further points. Many Asian 

societies, such as those of Korea and Vietnam, have had hereditary surnames for a much longer time than 

have the English. In these societies most people have one of only a very few surnames, such as Kim in 

Korea and Nguyen in Vietnam. This is an empirical demonstration of a fact of which environmentalists 

are very aware: extinction is forever. Sturges and Haggett recognized this and were among the first to use 

simulation to understand its consequences for English surnames. Indeed there is a statistical theory called 

branching processes that was initiated in the nineteenth century to study the survival of surnames of 

English noble families. This theory predicts that, if a population is not growing sufficiently rapidly, then 

eventually everyone will have the same surname, all the others having died out. Of course English 

speaking societies are growing rapidly and immigration ensures the arrival of new surnames all the time. 

Nevertheless, techniques such as Monte Carlo simulation, as pioneered for surnames by Sturges and 

Haggett, can provide valuable information for people trying to understand how their surname has 

propagated over time and how many relatives they might have. 
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